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Abstract—We have witnessed an increasing usage of multi-
modal DNNs with multi-task heads on edge computing scenarios.
These networks typically process inputs of different modalities
first, then extract features for unified fusion, and finally input
the fused features into multi-task heads. Such networks are
often used to determine pose and navigate movement direction
via multi-modal data obtained from diverse sensory equipment,
therefore necessitating low inference latency. An edge device
cluster with high-speed interconnection can be employed to
support such DNN workload for scaled-out performance.For ac-
celerating model inference on edge devices, previous researchers
have proposed methods including model pruning, quantization,
etc. However, these methods failed to take advantage of the
structural features of multi-modal DNNs with multi-task heads
and may impair the model’s prediction accuracy.

Based on the intrinsic structure of multi-modal DNNs with
multi-task heads, we propose Sub-model Parallelism to achieve
scalable execution speedup. Sub-model Parallelism is a scale-
out deployment method that first assigns preprocessing tasks of
different modalities to different edge devices, then delivers them
to a device for modality feature fusion, and finally distributes
the fused features to other devices responsible for different task
head computations. We run experiments on BEVFusion network
and achieve an approximately 30% reduction in latency using
two Jetson Orin devices connected by Remote Direct Memory
Access (RDMA). Furthermore, we conduct a series of simulation
experiments to cover scale-out scenarios and also achieve a
good level of latency reduction. We hope that our proposed
method can provide valuable experience for the optimized scale-
out deployment of large multi-modal DNNs with multi-task heads
on multiple edge devices.

Index Terms—Sub-model Parallelism, Multi-modal DNN, La-
tency Reduction, Scale-out Deployment, Edge Devices

I. INTRODUCTION

Multi-modal DNNs (Deep Neural Networks) have become

an increasingly prominent research focus in recent years [1]–

[3]. These networks typically involve a diverse array of

modalities as input, including but not limited to text, vision,

audio, and sensor data. Such models can fuse multi-sensory

inputs with multiple encoders to perform multiple tasks si-

multaneously by attaching multiple heads. With transformer

models gaining popularity for their outstanding performance

in natural language processing and image processing, the

computation requirements of some recent multi-modal DNNs

with multi-task heads used in edge applications have become

very large [4]. Thus, latency requirement is a critical challenge

due to the limitation of computational resources possessed by

edge devices. Researchers have launched many methods to

accelerate the inference speed of the large DNNs on edge such

as model partitioning, parallel execution, right-sizing, model

pruning and so on [5]–[10]. These methods can be summarized

into two aspects: model compression and computing capability
enhancement.

Model compression methods perform tradeoff between

model execution latency and prediction accuracy. For instance,

model quantization method convert weight parameters of a

DNN model from floating points to integers for computation

reduction. However, it does not scale-up with more powerful

device or scale-out with more devices. While model compres-

sion is one solution, enhancing the device’s computing capa-

bility would be preferred to deploy the larger model without

prediction accuracy loss. To achieve this, we can explore both

scale-up and scale-out approaches. The scale-up approach has

its limitations. Designing circuits for larger chips brings higher

technological complexity, and the hardware performance of

individual devices may face physical constraints. For instance,

an overly concentrated computational workload may lead to

challenges in heat dissipation. Moreover, in scenarios requiring
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Fig. 1. Structure of multi-modal DNNs with multi-task heads.

high reliability, a single device failure in the scale-up scenario

could lead to an unavailable system whereas scale-out with

multiple devices can tolerate partial device failures to some

extent. Additionally, the scale-out approach is more flexible,

allowing for easier expansion and upgrades in the later stages.

Therefore, our primary focus is on the scale-out approach.

In the context of scale-out, we need to address the issue of

parallelization across multiple devices. While there has been

existing works in this area, current parallelization methods still

fall short of meeting the particularly high latency requirements

in some scenarios.

We propose Sub-model Parallelism as a novel solution.

Sub-model Parallelism involves decomposing the encoder and

head sub-models of the network into multiple branches when

given two or more edge devices, each dedicated to processing

specific sub-model, thereby achieving more efficient computa-

tion. The speedup of this approach can be proportional to the

amount of edge devices used for large models with enough

encoders and heads. We hope that our proposed method can

provide some valuable experience for the scale-out deployment

of large multi-modal DNNs with multiple task heads on

multiple edge devices.

II. BACKGROUD AND MOTIVATION

A. Multi-modal DNNs with Multi-task Heads

Many studies have shown that multi-modal DNNs can sig-

nificantly improve prediction accuracy compared to traditional

uni-modal DNNs [11]–[14]. Multi-modal DNN utilizes multi-

ple input modalities (such as images, text, sound) for training

and inference. These models are capable of simultaneously

processing information from multiple sensors or data source to

improve prediction accuracy. This ability to comprehensively

process data from multiple modalities makes multi-modal

DNNs widely applicable in fields such as natural language

processing, computer vision, and intelligent systems. Multi-

modal DNNs typically consist of three sub-models: encoder,

fusion, and head. Each encoder sub-model extracts feature

from its corresponding modality input. A fusion sub-model

integrates features from different modalities. Multiple head

sub-models are attached thereafter to process the integrated

feature and give prediction results for different tasks.

We demonstrate an example of multi-modal DNN with

multi-task heads in Fig. 1. An important characteristic of

img 

Lidar 

classification

segmentation

m Encoder sub-models m’ Head sub-models

other modality inputs other task heads

fusion

n Devices

...

Remote Direct Memory Access (RDMA) 

connection

RDMA Init 

compute

launch 
data tranfer

Detection of
transfer finish

compute

Fig. 2. Software abstraction and hardware architecture overview.

multi-modal DNNs is their ability to handle different types

of input data, such as images, text, and sound, and extract

rich information to support more accurate decision-making and

predictions. In the encoder stage, independent neural networks

are used to transform different input modalities into high-

level representations (features). Convolution based sub-models

are commonly used for image processing, while transformer

based sub-models are specialized in text and audio processing.

In the fusion stage, the feature representations from multiple

encoders are integrated for joint learning. In the head stage,

the network components specific to different tasks generate the

final predictions or outputs. Some representative tasks include

object detection, scene segmentation, emotion recognition, etc.

In edge application scenarios such as autonomous driv-

ing and intelligence robots, multi-modal DNNs are widely

used because of the multi-modal characteristics of perceptual

data [15], [16]. Such DNNs need to process camera images,

radar point-cloud, lidar point-cloud and various sensor inputs

to perform tasks including object detection, scene segmenta-

tion, localization, etc. The prediction results of these tasks

would then be used to guide the actions of cars or robots.

Therefore, edge inference of multi-modal networks is an

important and worth discussing issue. There is a growing

need for efficient and scalable approaches to handle low-

latency inference execution of large-parameter multi-modal

DNNs with multi-task heads on edge.

B. Ultra-low Latency Requirement Challenges

For edge inference application scenarios such as au-

tonomous driving and intelligent robots, there are often higher

requirements for the inference speed of the network [17]–

[19]. Networks used to determine posture and control actions

often require completion within tens of milliseconds. Faster

completion speed under the premise of maintaining basic

accuracy requirements means higher safety. Meanwhile, the

scale of multi-modal DNNs with multi-task heads on edge is

continuously expanding. This is resulted from the increasing

availability of sensor data from different modalities and the

growing complexity of models handling these modalities. This

expansion signifies the need for scalable usage of computa-

tional power at the edge.

For example, BEVFusion network is a multi-sensor fusion

application proposed in autonomous driving system unifying

multi-modal features in the shared bird’s-eye view (BEV)
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Fig. 3. Sub-model Parallelism on three encoder and head sub-models in a
single loop as an example.

representation space and performing both object detection and

segmentation tasks [20]. It is used to determine the position

of the car and the distance to the surrounding environment.

Therefore, it needs to be accomplished with ultra-low latency

requirement. However, this large network also demands high

computational power. Therefore, it is useful to find a way to

obtain scalable latency reduction when scaling the underlying

hardware platform to provide more computation capability.

In the context of providing scalable performance at edge, it

is not always possible to satisfy the ultra-low latency require-

ment by scale-up using a single high-end device due to power,

space, cost and fault tolerance considerations. Therefore, our

research focuses on exploring methods for running multi-

modal DNNs with multi-task heads with low latency on edge

devices through scale-out techniques.

III. PROPOSED METHOD

A. Architecture Overview
In this work we consider deploying large multi-modal DNNs

with multi-task heads on scale-out architectures. We aim at

achieving scalable performance on an edge device cluster with

high-speed interconnection. Our target software workload and

hardware platform is shown in Fig. 2

Specifically, the target hardware platform is a scalable edge

cluster composed of multiple edge devices equipped with GPU

for DNN execution. A typical example of such edge device is

the popular Jetson Series manufactured by NVIDIA, and we

pick Jetson Orin, the latest and most powerful one, to conduct

all experiments in the remainder of this paper.

All edge devices in the cluster are connected to a master

node using network cards with Remote Direct Memory Ac-

cess (RDMA) support. RDMA allows data to be transferred

directly between the memory of two connected computers

without involving the processors or operating systems after

the initialization work was completed. This enables high-

speed, low-latency communication over a network, making it

valuable for applications requiring high performance, such as

data center networking and high-performance computing. The

advantage of RDMA communication is that the CPU or GPU

only needs a short time to hand over the data to the RDMA

network card, and then it can be free from managing the

transmission. Moreover, once the basic framework of RDMA

(a) Case 1: Encoder 3 is shorter than Encoder 1 plus Encoder 2.

(b) Case 2: Encoder 3 is longer than Encoder 1 plus Encoder 2.

Fig. 4. Applying Sub-model Parallelism when the number of encoders is
larger than the number of device.

communication is established between both sides, one side can

write data without the other side’s knowledge, and the other

side only needs to detect it when necessary. This significantly

reduces the time occupied by communication and provides

excellent support for parallelism between data transmission

and computation.

The main challenge to be solved in this paper is to satisfy

ultra-low latency requirement when deploying large multi-

modal DNNs with multi-task heads on such edge clusters. A

proper deployment approach is required to properly scale-out

the target DNN workload.

B. Sub-model Parallelism

Based on the structure of multi-modal DNN with multi-

task heads, we propose Sub-model Parallelism, an approach

to reduce its execution latency in a scalable manner to satisfy

ultra low-latency requirement at edge. We assume that the

execution request of a target DNN arrives at the edge cluster

periodically. Here we first consider a single execution in one

period, and subsequent runs will adopt the same strategy. As

shown in Fig. 3, we arrange each encoder sub-models on

each devices and utilize the different running time of different

encoder sub-models for RDMA communication. The device

which undertakes relatively light-weight encoder sub-model

will write the encoded features to the one undertaking the

heaviest encoder sub-model. Thus, the communication time is

overlapped and can help reduce whole latency. When all the

encoder sub-models have finished execution, their extracted

features will be written to a master device responsible for

fusion, which is the one executing the longest encoder sub-

model. After the fusion task is done, the fused feature will be

written to other devices by the master. Heavier task head sub-

model is assigned to the device who receives the fused feature

earlier. The most light-weight task head is assigned to master

device. This process achieves more efficient computation and
communication based on different sub-model execution time.
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We admit that there exists idle periods of non-master devices

during the execution of the fusion stage by the master device.

These idle periods can be filled with other DNN execution

requests arrived at the edge cluster during the execution of

our target DNN by a traditional cluster scheduler. This helps

to better utilize of the computing resources of the edge cluster.

We then formally describe the theoretical speedup when

Sub-model parallelism is applied. Assuming we have n devices

for m encoder sub-models and m′ heads, if we take one device

to run all the tasks and the others idle for backup, the whole

latency is shown in Equation (1). Sub-model Parallelism could

help reduce it to Equation (2). Because when using RDMA,

the actual time spent on communication by the sender is

very short, for most of the transmission time is completed

independently by the RDMA network card. Therefore, we

believe that the main running time is still determined by the

maximum running time of encoders and heads.

Lbase =
m∑

i=1

Teni
+ Tfu +

m′∑

i=1

Thi
(1)

LSP = max
i∈m

(Teni
) + Tfu +max

i∈m′
(Thi

) + Tcom (2)

Through the above formula, we can see that the degree to
which we can reduce latency is closely related to the number of
encoder and head sub-models. The more sub-models a DNN

has, the more devices we can use. Basically n encoder and

head sub-models can correspond to nearly n times acceleration

ratio (the time for fusion is generally short). We can also find

the key for time saving is decided by the comparison of com-

munication time and the execution time of the longest encoder

and head sub-models. With high-speed interconnection, the

communication time can be ignored. When the communication

time is much less than block running time, our method can

help reduce the latency for whole network significantly.

Fig. 3 has demonstrated a special case where m = m′ = n.

Sometimes the number of devices is fixed but the number

of sub-models is larger, and sometimes the number of heads

doesn’t necessarily correspond exactly to the number of en-

coders. In short, m = m′ = n does not always hold. But we

can also take advantage of Sub-model Parallelism in certain

circumstances. For example, if m > n, some of the encoders

can be placed on one same device, and we can still enjoy the

benefit of latency reduction of Sub-model Parallelism. Two

examples are shown in Fig. 4. The final latency contribution

of encoders is then decided by the device whose encoder

combination has the longest latency. Since the number of

encoder sub-models in real networks would not be infeasibly

large, a simple way to obtain an allocation scheme that

minimizes the difference in execution times for encoding on

two devices can be achieved through exhaustive enumeration.

It is worth noting that we do not cover all cases, but aim to

demonstrate through representative examples to show that our

approach is scalable.

Fig. 5. A demonstraion of applying Sub-model Parallelism to BEVFusion
model on two Jetson Orins connected by RDMA.

IV. EXPERIMENTS AND EVALUATIONS

A. Evaluation Methodology
We run experiments on a platform containing two Nvidia

Jetson Orins. We choose the BEVfusion model as our work-

load for demonstration. The reasons for choosing BEVFusion

are as follows:

• BEVFusion is a novel DNN in the field of automatic driv-

ing, which is in line with the edge application scenarios.

• BEVFusion is a multi-modal DNN, which fits the appli-

cation scenarios of Sub-model Parallelism.

• BEVFusion has an easy-to-use implementation for de-

ployment, where the intermediate result can be easily

acquired and transferred between two devices.

In short, the BEVFusion network consists of a lidar back-

bone and a camera backbone, which are used to process image

data and lidar point-cloud data respectively. After processing,

there is a fusion block to fuse the data, followed by two

task heads for object detection and semantic segmentation.

This is a standard multi-modal DNN with multi-task heads

including two encoders and two heads. Its execution pattern

after applying Sub-model Parallelism is applied in Fig. 5.

We use the perftest (for RDMA communication) and Li-
dar AI Solution (for deployment implementation of the BEV-

Fusion model) Github repository [32], [33] as the foundation

of the code. Perftest is a repository for measuring RDMA

communication performance. We modify the code for testing

RDMA Write in it to implement RDMA communication. We

transplant the code from Perftest into Nvidia BEVFusion, so

that after the execution of sub-models of BEVFusion model,

an RDMA communication could be done. The initialization

process of RDMA communication setup is done before the

edge cluster accepts any model execution requests. When

running the BEVFusion network, RDMA Write operation can

be issued without initialization overhead. Furthermore, during

the process of sub-model execution, we start a separate thread

to perform RDMA communication. This enables transferring

feature data simultaneously during sub-model execution.

B. Evaluation Results
We compare the running latency between Sub-model Paral-

lelism and Non-Parallelism under four conditions. We pick

four multi-modal DNN workloads as follows: (a) original

BEVFusion; (b) A variant of BEVFusion with m = m′ =
n = 3; (c) m = 3,m′ = n = 2, and two encoders on the

same device take longer; (d) m = 3,m′ = n = 2, but one
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Fig. 6. Comparison of total running latency between Non-Parallelism and
applying Sub-model Parallelism. (a: original BEVFusion, b,c,d: extended
variants of BEVFusion, corresponding to Fig. 3, Fig. 4, and Fig. 5).

encoder on the other device takes longer. Results are shown in

Fig . 6. We can easily observe that the Sub-model Parallelism

method can reduce the runtime of the encoder and head sub-

models of the multi-modal network with multi-task heads,

ultimately achieving a latency reduction of around 20% to

30% for 2 devices, and over 50% for 3 devices. For cases

with same number of devices, the specific reduction ratio of

this latency depends on the time allocation among the encoder,

fusion, and head components, as well as the time taken by

each individual encoder sub-model. And for more devices with

more encoder and head sub-models, the degree of acceleration

can theoretically increase by multiples. If the encoder time is

between 10ms and 50ms, the fusion time is between 5ms
and 15ms, and the head time is between 5ms and 35ms, then

through simulation, in the ideal scenario, the speed-up ratio

achieved by our method is shown in Fig 7. This shows that our

method has relatively good capability in scaling multi-modal

DNNs with multi-task heads across multiple edge devices.

V. IMPLICATIONS

Our proposed solution, Sub-model Parallelism, can be

applied in many edge computing scenarios where multi-

modal DNNs are widely used, such as intelligent robots and

autonomous vehicles. By assigning different sub-models to

different devices and fusing encoded outputs on one device

during the fusion operation, our proposed solution makes

latency reduction available for multiple edge devices.

To be specific, Sub-model Parallelism is a scale-out method

that achieves acceleration in edge scenario by having multiple

devices process the sub-models of a large and structured DNN

model in parallel. For certain applications with multiple modal

inputs and capable of outputting results for multiple tasks,

the execution latency can be reduced due to parallelism. This

method of achieving scalable latency reduction for a scale-out

edge device cluster with high-speed interconnect is effective

and easy to implement.

In a word, our findings offer an efficient deployment ap-

proach for multi-modal DNNs with multi-task heads running

on edge application scenarios with ultra-low latency require-

ments, leveraging the capability of multiple edge devices

through scaling out. By effectively reducing runtime latency

Fig. 7. Ideal speed-up ratio when scaling-out the number of devices based
on a given running time range of sub-models.

at the edge, our solution contributes to the advancement of

edge computing technologies and their broader adoption in

real-world applications.

VI. CONTRAST

There are various solutions to deploy large inference tasks

on edge devices, while our approach has its own advantages.

Existing methods for facilitating the deployment of large

models on edge devices can be broadly categorized into

two primary approaches: optimization for single device and

distributed processing across multiple devices.

A. Single Device Scenario
For a single device, model trimming technologies including

quantization, compression, pruning and knowledge distillation

have experienced fast development [22], [24]. These tech-

niques allow for the reduction of computational demands for

efficient deployment of DNNs. However, the achievement of

reduced computational demands comes at the cost of accuracy

degradation. The compromise in model prediction accuracy

raises concerns, especially in applications where maintaining

a high level of accuracy is paramount like autonomous driv-

ing. Our methodology of Sub-model Parallelism requires no

modification on the weight parameters of a given mode and

hence brings no accuracy degradation.

As for using a single device, the scalability of scale-up is

limited because of power, space and cost factors. Enhancing

the computational power of an individual device significantly

is challenging. In such cases, scale-out would be necessary.

B. Multiple Devices Scenario
In the context of multiple devices, various parallelism

approaches are developed for execution speedup.

Cloud offloading is a common strategy, leveraging the

computational resources of remote servers [26]. While this

approach provides virtually unlimited computing capability, it

introduces additional data transfer latency, and exerts pressure

on the transmission bandwidth. While this trade-off may be

acceptable in some scenarios, it is not practical for real-time

processing with ultra-low latency requirement.

Layer-wise parallelism entails the distribution of different

layers of the network across multiple devices to enhance
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computational efficiency [21], [23]. However, its implemen-

tation complexity and associated high communication costs

present challenges that may limit its applicability in latency-

sensitive scenarios. Layer-wise parallelism typically involves

analyzing various layers of the model to discern their parallel

characteristics and necessitates the transmission of information

between layers across devices. For models already composed

of sub-models, such as BEVFusion model discussed above,

our approach directly implements parallelism at the sub-model

level, obviating the need for intricate modification of the

original model.

Pipeline parallelism stands out as a mature approach to

greatly improve system throughput [25]. However, in latency-

constrained scenarios, pipeline parallelism fails to achieve

latency speedup. This limitation arises due to the sequential

nature of pipeline processing, where each stage depends on

the completion of the previous one, leading to potential

bottlenecks and delays in meeting stringent latency require-

ments. In application scenarios with multiple different latency

requirements, such as autonomous driving, directly employing

a pipeline approach may lead to situations where tasks with

higher latency requirements are blocked by tasks with lower

latency requirements, thereby exerting an adverse influence

on the completion of tasks. Our approach can treat the BEV

algorithm as a regular routine. This method not only meets the

ultra-low latency requirements of the BEVFusion network, but

also accommodates other non-BEV tasks.

VII. CONCLUSION

We propose Sub-model Parallelism, a parallel inference

method that targets the ultra-low latency requirements of

multi-modal DNNs with multi-task heads on an edge device

cluster with high-speed interconnection. Typical execution

scenarios where this setup apply include autonomous driv-

ing and intelligent robots. Contrary to conventional parallel

techniques, our parallel approach effectively reduces the total

network latency without frequent communication. We expect

that our work can help provide valuable experience for scalable

deployment of large multi-modal DNNs with multiple task

heads on multiple edge devices.
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